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Outline

AHeterogeneous parallelism

ACase study
AMapping a sequence alignment algorithm on Intel KNL many-core processor
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Heterogeneous Processing

AObservation : most fi r evaolld 0 applications have complex
workload characteristics

AThey have parts that can be widely parallelizedé
Aé a n parts that are difficult to parallelize

AThey have parts that are amenable to SIMD executioné
Aé a n parts that are not (divergent control flow)

AThey have parts with predictable data access (that cache well) é
Aé a n parts with unpredictable data access (that do not cache well)

AConclusion : the most efficient processor is a heterogeneous
mixture of resources
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Example: | ®Rylakko i

A6th generation Corei7 architecture (2015)
A4 cores with hyper-threading
A 8-wide vector instructions (AVX2, 256-bit vectors)
A24/72 graphics cores
AMedia accelerators

ACPU cores and graphics cores
share same memory system

A Also share LLC (L3 cache)

» Enables low-latency, high-
bandwidth communication
betweeeen CPU and integrated
GPU

A Graphics cores cache coherent
with CPU cores
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More Heterogeneity: Add Discrete GPU

AKeep discrete (power hungry) GPU unless needed for graphics-intensive apps
AUse integrated, low power graphics for basic graphics/window manager/Ul

High-end discrete GPU
(AMD or NVIDIA)

I
DDDDDDDD-

PClex16
bus

Memory
(DDR5 DRAM)

Memory
(DDR3 DRAM)
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Accelerator for Supercomputing

Alntel Xeon Phi ( Knights Landing ): KNL
A6 4/ 72 s icoresl(leldGHz @Bved from Intel Atom)
A 16-wide vector instructions (AVX-512), four threads per core
ATargeted as an accelerator for supercomputing applications
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Most Powerful Supercomputers
ATOP500 list (November 2016)

Rank Site System #Cores

Rpeak  Power
(Tflopgs) (kW)

Nationabupercomputi@gnter SunwaylaihuLight Sunway}iPPSunwayW26010 260C

1 inWuxi 1.45GH&Sunway 10.649K 93.014 15.371
China NRCPC
National Super Computer Ce Tianhe2 (MilkyWag)- TH\VBEED gnteXeorE52692 12C

2 in Guangzhou 2.200GHz, TH Expr2ginteKeorPhi 31S1P 3,120K  54.902 17.808
China NUDT KNC
DOE/SC/Oak Ridge Nationa Titan- CrayXKZ.Quotergi6274 16C 2.200GBrayGemini

3 Laboratory interconnegPlVIDIA K2( XGPU 560K 27.112 8.209
United States Crayinc.

4 DQE/NNSA/LLNL Sequoia BlueGen®,PoweBQC 16C 1.60 GKEnstom 1572K 20132 7.890
UnitedStates IBM KNL

5 DQE/SC/LBNL/NERSC Cori- Cray XC40, Intel Xeon Phi 7290 68C 1.4GHz, Aries mte&czoéwect 27880 3.939
UnitedStates Cray Inc.
Joint Center for Advanced H OakforesPACS PRIMERGY CX164@M1, XettPhi 7250 68

6 Performance Computing 1.4GHz, Int@mnPath KNL 556K 24913 2.718
Japan Fujitsu
RIKEN Advanced Institute fo

7 Computational Science (AIC Ej’.‘iirs“up“te’ SIAARCEH 2 OEIRR, M BB 705K 11.280 12.659
Japan )
SwisNationgbupercomputing PizDaint- CrayXCo0XegrE52690v3 12C 2.6GHz, Aries

8 Centre (CSCS) interconne§NVIDIA Tesla P300 206K 15.988 1.312
Switzerland Crayinc. GPU 7

Oscar Plata Grupo de Arquitectura de Computadores, Universidad de Malaga




Heterogeneous Parallelism Red SyeC, Final Workshop, 25 -26 abril 2017

Most Energy Efficient Supercomputers
AGreen500 list (November 2016)

. Power
Rank MflopgW Site System (kW)
. MIDIA DCX XeorF 52698v4 20C 2.2GHdinibanBDR,
1 9.462 NVIDIA orporation NVIDIA Tesla P3bgp(, 349
5 7 453 SwisdNationagbupercomputing AXCR0XegE52690v3 12C 2.6GHz, Anesconnect 1312
' Centre (CSCS) NVIDIA Tesla P§08p '
3 6.673 Advanced Center for Computi ZettaScalelr.6,XeorE52618Lv3 8C 2.3GHidiniban8DR, 150
' and Communication, RIKEN PEZYSCnp
4 6.051 i'?'}%f}ﬁgfﬂ;“percomp““@”ter SunwaMPPSUnwaBW26010 260C 1.45GBHmway 15.371
5 5806 Fujitsdechnologyolutions PRIMERGY CX164@ M1, Xet@iPhi 7210 64C 1.3GHz, Intel 77
) GmbH OmnPath KNL
6 4.985 Joint Center for Advanced Hic PRIMERGY CX164@ M1, XettPhi 7250 6§C 1.4GHz, Intel 2718
' Performance Computing OmniPath KNL '
. KNL
7 apey | DOESEiEETRE Cray XC40, Intel Xeon Phi 7230 64C 1.3GHz, Aries interc 1.087
Laboratory
StanforiResearc@omputing  Cray auIntXleorE52680v2 10C 2.8GHidiniband
8 4112 Center FDR Nvidiak80 GPU L
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Energy-Constrained Computing

ASupercomputers are energy constrained
ADue to shear scale
AOverall cost to operate (power for machine and for cooling)

AObservation : the heavy lifting in  supercomputing applications
Is the data -parallel portion of the workload

AConclusion : build supercomputers out of power -efficient
Processors
AARM-type CPUs (for control/schedulingé ) p | u sore§ & Wide SIMD
engines (as the primary compute engines)

AExample: Fujitsu Post-K supercomputer
» ARMvS ISA
» 512-bit SIMD support
» High memory bandwidth
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Reducing Energy Consumption

AMethod 1
A Use specialized processing

AMethod 2
AMove less data
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Reducing Energy Consumption

AMethod 1
AUse specialized processing

AMethod 2
AMove less data
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Efficiency Benefits of Compute Specialization

ACompared toa well-programmed code ona CPUGE@

AThroughput -maximized processor architectures : e.g., GPU
A Approximately 10x improvement in performance per watt

A Assuming code maps well to wide data-parallel execution and is compute
bound

AFixed -function ASIC
A Can approach 100-1000x or greater improvement in performance per watt
A Assuming code is compute bound and is not floating-point math
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General-Purpose Processing is Inefficient

ASteps in the execution of an arithmetic instruction

Read instruction

Decode instruction

Check for dependencies / pipeline hazards
Identify available execution resource

Use decoded operands to control register file Energy consumption
Move data from register file to selected execution resource Data

. " " suppl
Perform arithmetic operation e

Move data from execution resource to register file

Instruction
supply

Use decoded operands to control write to register file

Arithmetic

Clock +
control logic

Efficient Embedded Computing [Dally et al, IEEE Computer, 2008]
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Example: H.264 Video Encoding

Understanding Sources of Inefficiency in General-Purpose Chips [Hameed et al, CACM, 2011]

|:||:||:||:||:||:||:||:||:||:||:|

FU: functional units Pip: pipeline registers
RF: register fetch D-$: data cache
Ctl: random pipeline control IF: instruction fetch & decode
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